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About this Lecture 

What this lecture is:

- An introduction to machine learning methods

- How to apply these methods in astrophysics

- A first step to a vast topic 


What this lecture is not:

- A comprehensive series on the topic 

- Covering every aspect of machine learning

- In-depth mathematical/theoretical background

- Demonstration of the state-of-the-art in ML* 


In practice: 

Focus on hands-on exercises with an 
astrophysical context
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Resources
https://www.coursera.org/learn/machine-learning  

https://scikit-learn.org 
https://www.tensorflow.org/tutorials/ 

Machine Learning Bible:  
K. P. Murphy: Machine Learning - A Probabilistic Perspective  

Deep Learning Bible:  
I. Goodfellow, Y. Bengio, A. Courville: Deep Learning  

Classics:  
C. M. Bishop: Pattern Recognition and Machine Learning  
D. MacKay: Information Theory, Inference, and Learning Algorithms  

Practical Introductions: 
A.Géron: Hands-On Machine Learning with Scikit-Learn and TensorFlow 
T. Rashid: Make Your Own Neural Network 
J. Patterson, A. Gibson: Deep Learning - A Practitioner’s Approach

https://www.coursera.org/learn/machine-learning
https://scikit-learn.org
https://www.tensorflow.org/tutorials/


From “The Sparrow” (1996) by Mary Doria Russell

SciFi to Reality 

In this novel Sofia’s job is to use ML to automate peoples jobs, and to 
do it faster and more efficiently. She tries and fails to automate the full 

job of an astronomer - thankfully!  

So we may survive the 4th Industrial Revolution 



The machine learning era 

• Why the great interest in machine learning? 


• In 2006, Hinton+ published a paper showing a deep 
neural network can achieve high precision at 
recognising handwritten numbers 


• Renewed interest in deep learning soon extended to 
many other ML areas 


• >10 years later machine learning has conquered the 
industry: web search, speech recognition... 


• However, beware of AI winters after ventures begin to 
make unrealistically ambitious claims! Are we living in 
a machine learning bubble?



What is machine learning? 

• What does it mean for a machine to learn sth? 


• If I download all of Wikipedia on my laptop, has it really 
learned something? Is it smarter? 


• Machine learning is the art of programming computers 
so that they can learn from data 


• ML gives computers the ability to learn without being 
explicitly programmed 


• A program is said to learn from experience E w.r.t. some 
task T and performance measure P, if its performance on 
T, as measured by P, improves with experience E



Supervised vs. Unsupervised
• Classify ML systems according to the amount of supervision 

they get during training. 
• In supervised learning, training data fed to algorithm 

includes solution, called labels
• Typical supervised learning task is classification. Training 

with examples along with their class

• Another typical task is to predict a target numeric value 
(salary $ of a person) given a set of features (eg. age, 
education level, country, etc.) called predictors. This is called 
regression. 

• Training requires many examples of people including their 
predictors and labels (income amount $$$) 

• In ML an attribute is a data type (‘age’),while a feature 
typically means an attribute plus its value (‘age = 37’)



Supervised vs. Unsupervised
• In principle, regression algorithms can be used for 

classification and vice versa  
 

• With regression one can simply predict the probability for 
any given class  

• The most important supervised learning algorithms are:
• Linear Regression 
• Logistic Regression 
• Support Vector Machines 
• Decision Trees and Random Forests 
• Neural Networks



Supervised vs. Unsupervised
• In unsupervised learning the training data is unlabelled  

• Most important unsupervised learning methods: 
• Clustering 

• Gaussian Mixture Models 
• k-means  

• Visualisation and dimensionality reduction 
• Principal Component Analysis (PCA) 
• t-dist. Stochastic Neighbour  

• Embedding Association rule learning 
• Apriori 
• Eclat



Supervised vs. Unsupervised



Unsupervised Machine Learning Framework

Unlabelled Data

Input features, x

Unknown / 
uninteresting target 

values

Feature 1

Feature 2

You don’t have, or don’t care about any labels.  
You only care about structure present in the data

Cluster the data in “data-space” X.  
Find connected clumps of data



Unsupervised Machine Learning Framework

Unlabelled Data

Input features, x

Unknown / 
uninteresting target 

values

Feature 1

Feature 2

You don’t have, or don’t care about any labels.  
You only care about structure present in the data

Cluster the data in “data-space” X.  
Find connected clumps of data

1) Ask the general question, does 
any data look “strange” in this 
projection w.r.t. other data  
=> Anomaly detection

2) If you have some labels, you can 
sprinkle them onto the clumps of data, 
and assign that label to the rest of the 
data in the clump.

Normal

Anomaly
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Regression

5 parameters to fit to the data



Regression

As with the linear case we can construct a loss/cost function



Regression

Which parameters are important for predicting y?



Regression

Which parameters are important for predicting y?



Decision Tree
Decision trees have been around as long as humans have been making 
informed decisions. 

You are all familiar with a decision tree, even though you may not know it yet. 

A decision tree is a set of “if” statements, with true/false* outputs that decide 
how you should proceed.  

*some decision tree algorithms allow multiply [>2] decisions from one point. 

examples: 
“Should I take an umbrella to work?”  
“How should I bet on my hand of cards, to maximise payoff” 

The different components of the decision tree are: 
1. The “feature” [or observable property] used in making the decision. 
2. The value of the feature used make the “split". 1&2 are often called “nodes” 
3. The decisions from the split are called “branches” 
4. When a final condition is reached. This is called the leaf of the tree, or final 

node.The “depth” of the tree, describes the maximum number of splitting 
conditions



Decision Tree
How are trees grown?

The key idea is to stop growing the tree along a particular branch when all 
items on a leaf node have the same label value, or when some other stopping 
criteria has been met. At each splitting node, the algorithm looks at each 
feature, and tries to find a splitting point such that provides the best splitting 
condition. 

For classification tasks, the best splitting condition is defined as that which 
maximises the “information gain” also known as the decrease in entropy H, 

H=



Decision Tree
Worked example:
Calculate the information gain, under these two conditions. On a leaf node sit 2 
classes, each with 10 training examples. 
1) We find a splitting condition, which produces 2 leaf nodes, each which have 10 

examples, of which both have 2 classes with 5 training examples each. 
2) We find a different splitting condition which produces 2 leaf nodes, each with 10 

data per node, but one has 9 from the first class, and 1 from the second class.
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Decision Tree
Worked example:
Calculate the information gain, under these two conditions. On a leaf node sit 2 
classes, each with 10 training examples. 
1) We find a splitting condition, which produces 2 leaf nodes, each which have 10 

examples, of which both have 2 classes with 5 training examples each. 
2) We find a different splitting condition which produces 2 leaf nodes, each with 10 

data per node, but one has 9 from the first class, and 1 from the second class.



Decision Tree
For regression tasks, the best splitting condition is defined as 
that which minimises weighted sum of variance of the target 
(label) values on each leaf node Node1, Node2, with respect to 
the parent node P. => The following equation is *maximised* at 
the best feature and best splitting value.



Decision Tree
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Decision Tree



Decision Tree
Overfitting!



Decision Tree 
Pros and Cons

Advantages 
- Simple to understand and interpret. People are able to understand decision tree 

models after a brief explanation. Graphical representation. Mirrors human 
decision making more closely than other approaches 

- Able to handle both numerical and categorical data. Other techniques are 
usually specialised in analysing datasets that have only one type of variable.  

- Performs well with large datasets. 
- In built feature selection. Additional irrelevant or noisy features will be less used 

so that they can be removed on subsequent runs.

Disadvantages 
- Easy to over-fit to the training data 
- Instability: small changes in the values of the training data, lead to a very 

different tree structures



Decision Tree / Random Forest

The random forest algorithm, in three easy steps.

Random Forests:

1) Select a random sample of the training data, and train a decision tree. 

2) Repeat 1. 

3) Just keep repeating 1. 

 
When you want to make a prediction: Query your data down each tree.  
Get a set of results, one for each tree. Take the mean answer!

The is an example of a more general approach known as ensemble learning



Decision Tree / Random Forest
Decision trees are awesome but can overfit.

Random forests are simple collections of decision trees, and are super 
awesome and don’t overfit! There are many other ensemble algorithms 
(Gradient Boosted trees, AdaBoost)

Decision trees and Random Forests can be used for Supervised 
Regression, Supervised Classification, and unsupervised data clustering 
and unsupervised anomaly detection.

For Decision Tree based algorithms, the number of times a feature is 
chosen to split on, or larger the information gain caused by that split, then 
the more “importance” that feature has.

Once we identify important features, we can use them in any algorithm of 
our choice.



Decision Tree
Eg Measuring Galaxy Redshift

In astronomy we want to know how far away galaxies are. Because the 
universe is expanding it turns out that the doppler shift of galaxy light is a 

good proxy for distance. 

But how do we measure the shift?

But high resolution 
spectra is difficult to 

obtain 

Nmeasure~1000s



Decision Tree
Eg Measuring Galaxy Redshift

In astronomy we want to know how far away galaxies are. Because the 
universe is expanding it turns out that the doppler shift of galaxy light is a 

good proxy for distance. 

But how do we measure the shift?

Use 5 bands / filters  

Can these 5 features 
be used to predict an 

accurate redshift? 

Nmeasure 1000 -> 5



Python Example



Python Example

Open DT_photoz.ipynb



Python Example

Click here



Python Example



Python Example
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Python Example
Graphical Tree  

Depth=3 

Graphical Tree  
Depth=8 



K-Means Clustering
K-means Clustering is an unsupervised machine learning algorithm 

that will attempt to group similar clusters together in your data.



K-Means Clustering
STEP 1:Choose the number K of clusters 

STEP 2: Select at random K points, the initial centroids of the clusters 
(not necessarily points from your dataset) 

STEP 3: Assign each data point to the closest centroid  

STEP 4: Compute and place the new centroid of each cluster  
(This will be more clear when we study an example.) 

STEP 5: Reassign each data point to the new closest centroid. If any 
reassignment took place, go to STEP 4, otherwise stop . 
( Clearly it as an iterative process of step 4 and 5) 



K-Means Clustering
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K-Means Clustering



K-Means Clustering



K-Means Clustering
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K-Means Clustering



K-Means Clustering



K-Means Clustering
Choosing the right number of clusters

WCSS (within-cluster sums of squares)
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K-Means Clustering
Choosing the right number of clusters

WCSS (within-cluster sums of squares)



Artificial Neural Networks



• classification based on a large 
collection of neural units. 

• modeling the way a biological 
brain works.  

• Each neural unit is connected 
with many others. 

• links can be enforcing or 
inhibitory. 

• Each individual neural unit has 
a summation function. 

• These systems are self-
learning and trained. 

• There can be multiple layers.

Artificial Neural Networks



• Orange circles represent neurons. 

• A neuron can be the input of another. 

• X1, X2, and X3 in L1 are the inputs. 

• “+1” are called bias units. 

• L2 is called a hidden layer. 

• L3 is the output layer. 

• This ANN has 3 input units and 1 
output unit. 

• Each neuron in L2 is a computational 
unit and outputs 
h=f(W1x1+W2x2+W3x3+b) 

• h is called activation function and we 
choose f(z)=1/(1+e-z) 

• W is the weight and varies path-by-
path. 

• b is the bias and varies path-by-path. 

• bias does not receive input.



We can express these functions by the following equations.



We can simplify these equations as

or more generally as

This is a matrix operation.



ANN Algorithm
Input: Set the corresponding 
activation x1 for the input layer 
and initialize weights.
Feedforward: For each l=2,3,
…,L compute

Ouput: compute cost function.

Gradient: compute gradient.
Backpropagate: update the 
weights. Go to feedforward.



Activation Function
• translates the input signals to output signals. 
• inspired by biological activation that turns information 

transfer on/off from one neuron to next. 
• the simplest form is binary, meaning either the neuron 

is firing or not.

heaviside step function
• obviously, this function transfers only binary information.



• a linear activation function transforms the 
weighted sum inputs of the neuron to an output 
using a linear response. 

• this model has unstable convergence because 
neuron inputs along favored paths tend to 
increase without bound, as this function is not 
normalizable.

• overcomes the drawback of linear. 
• the function is normalizable.

• overcomes the drawback of piecewise linear. 
• smooth transition 
• better resamples biological response 
• popular choice



Gradient-Descent Procedure
A method that modifies the weights to reduce the cost function:

Algorithm:

current weightimproved weight gradient

step size



Deep Neural Networks
If we add more hidden layers we are doing deep learning 

Pros: It can model more complex patterns of the data 
Cons: It is prone to overfitting and increased computing time



Convolutional Neural Networks
DeepDream

https://deepdreamgenerator.com/

Input
Iteration

Output



Convolutional Neural Networks
A convolutional neural network for image classification

We will break down each step one by one…



Convolutional Neural Networks

What is convolution?

You will probably have come across convolutions in other areas of physics. A convolution is an 
integral that expresses the amount of overlap of one function g as it is shifted over another function f. 
It therefore "blends" one function with another.

1. Convolution Layer



Convolutional Neural Networks
1. Convolution Layer

Here are the three elements that enter into the convolution operation:
• Input image
• Feature detector
• Feature map

The feature detector is often referred to as a “kernel” or a “filter,” which might sound more 
familiar to you from other areas of physics.



Convolutional Neural Networks
1. Convolution Layer

• Place the feature detector over the input image beginning from the top-left corner, and then 
you count the number of cells in which the feature detector matches the input image

• The number of matching cells is then inserted in the top-left cell of the feature map
• You then move the feature detector one cell to the right and do the same thing
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Convolutional Neural Networks
1. Convolution Layer

• Place the feature detector over the input image beginning from the top-left corner, and then 
you count the number of cells in which the feature detector matches the input image

• The number of matching cells is then inserted in the top-left cell of the feature map
• You then move the feature detector one cell to the right and do the same thing



Convolutional Neural Networks
1. Convolution Layer

Do we lose information when using a feature detector?

The answer is YES. The feature map that we end up with has fewer cells and therefore less 
information than the original input image. However, the very purpose of the feature detector is to 
sift through the information in the input image and filter the parts that are integral to it and exclude 
the rest.



Convolutional Neural Networks
1. Convolution Layer

In reality, convolutional neural networks develop multiple feature detectors and use them to develop several feature 
maps which are referred to as convolutional layers

Through training, the network determines what features it finds important in order for it to be able to scan images 
and categorize them more accurately.



Convolutional Neural Networks
1. Convolution Layer

These filters have a use in image processing and that will help give us a more intuitive feeling about them
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Convolutional Neural Networks
1. Convolution Layer

These filters have a use in image processing and that will help give us a more intuitive feeling about them



Convolutional Neural Networks
2. ReLU

Rectified Linear Unit (ReLU) is an element wise operation (applied per pixel) and 
replaces all negative pixel values in the feature map by zero. The purpose of ReLU is 
to introduce non-linearity in our ConvNet, since most of the real-world data we would 
want our ConvNet to learn would be non-linear



Convolutional Neural Networks

Rectified Linear Unit (ReLU) is an element wise operation (applied per pixel) and 
replaces all negative pixel values in the feature map by zero. The purpose of ReLU 
is to introduce non-linearity in our ConvNet, since most of the real-world data we 
would want our ConvNet to learn would be non-linear

2. ReLU

Original Feature detected image



Convolutional Neural Networks

Rectified Linear Unit (ReLU) is an element wise operation (applied per pixel) and 
replaces all negative pixel values in the feature map by zero. The purpose of ReLU 
is to introduce non-linearity in our ConvNet, since most of the real-world data we 
would want our ConvNet to learn would be non-linear

2. ReLU



Convolutional Neural Networks
3. Pooling

Spatial Pooling (also called subsampling or downsampling) reduces the dimensionality of each feature 
map but retains the most important information. Spatial Pooling can be of different types: Max, 
Average, Sum etc.

Type of pooling, size of filter window and 
stride size should all be tested for your 
particular problem



Convolutional Neural Networks
3. Pooling

The function of  Pooling is  to  progressively reduce the spatial  size of  the input 
representation.  
In particular, pooling

• makes  the  input  representations  (feature  dimension)  smaller  and  more 
manageable

• reduces the number of parameters and computations in the network, therefore, 
controlling overfitting

• makes  the  network  invariant  to  small  transformations,  distortions  and 
translations in the input image (a small distortion in input will not change the 
output  of  Pooling – since we take the maximum /  average value in a  local 
neighborhood).

• helps us  arrive at an almost scale invariant representation of our image (the 
exact term is “equivariant”). This is very powerful since we can detect objects 
in an image no matter where they are located

https://en.wikipedia.org/wiki/Overfitting


Convolutional Neural Networks
4. Flatten



Convolutional Neural Networks
4. Flatten



Convolutional Neural Networks
4. Fully connected layer

The Fully Connected layer is a traditional Multi Layer Network that uses a softmax 
activation function in the output layer. The term “Fully Connected” implies that every 
neuron in the previous layer is connected to every neuron on the next layer. 

The output from the convolutional and pooling layers represent high-level features of the 
input image. The purpose of the Fully Connected layer is to use these features for 
classifying the input image into various classes based on the training dataset.



Convolutional Neural Networks
5. Dropout (optional)

Neural networks can quickly begin to overfit the training data 
This can happen in cases where the training dataset is small

To avoid overfitting we can add a dropout layer

At each training stage, individual nodes are either "dropped out" of the net with 
probability 1-p or kept with probability p, so that a reduced network is left



Convolutional Neural Networks
6. Softmax

The output nodes are not connected!  
Thus we introduce a function to normalise their summation = 1



Convolutional Neural Networks
7. Cost/loss function: cross-entropy

We define the cross-entropy cost function for a neuron by 

where n is the total number of items of training data, the sum is over all 
training inputs, x, and y is the corresponding desired output. 

Two properties in particular make it reasonable to interpret the cross-entropy 
as a cost function. First, it's non-negative, that is, C>0. To see this, notice that: 
(a) all the individual terms in the sum are negative, since both logarithms are of 
numbers in the range 0 to 1; and (b) there is a minus sign out the front of the 
sum. 

Second, if the neuron's actual output is close to the desired output for all 
training inputs, x, then the cross-entropy will be close to zero



Convolutional Neural Networks
Optional: Data Augmentation

1. Increase the size of your training sample 
2. Allow network to capture generalisations of the data  

- not your specific dataset! 



Convolutional Neural Networks
Data Augmentation

A convolutional neural network that can robustly classify objects even if 
its placed in different orientations is said to have the property called 
invariance. More specifically, a CNN can be invariant to translation, 
viewpoint, size or illumination (Or a combination of the above).

Popular augmentations:  
- left/right flip 
- up/down flip 
- Random rotation 
- Zoom scale 
- Crop 
- X,Y translation (shift)



Galaxy Zoo
A0: Smooth A1: Features

or disk
A2: Star or

artifact

A0: Yes A1: No

A0: Bar A1: No bar

A0: Spiral A1: No spiral

A0: No
bulge

A1: Just
noticeable

A2: Obvious A3:
Dominant

A0: Yes A1: No

A0: Ring A1: Lens or
arc

A2:
Disturbed

A3: Irregular A4: Other A5: Merger A6: Dust
lane

A0:
Completely

round

A1: In
between

A2: Cigar
shaped

A0:
Rounded

A1: Boxy A2: No
bulge

A0: Tight A1: Medium A2: Loose

A0: 1 A1: 2 A2: 3 A3: 4 A4: More
than 4

A5: Can't tell

T00: Is the galaxy simply smooth and rounded, with no sign of a disk?

T01: Could this be a disk viewed edge-on?

T02: Is there a sign of a bar feature through the
centre of the galaxy?

T03: Is there any sign of a spiral arm pattern?

T04: How prominent is the central bulge, compared with the rest of the
galaxy?

T05: Is there anything odd?

T06: Is the odd feature a ring, or is the galaxy disturbed or irregular?

T07: How rounded is it?

T08: Does the galaxy have a bulge
at its centre? If so, what shape?

T09: How tightly wound do the
spiral arms appear?

T10: How many spiral arms are there?

End

1st Tier Question

2nd Tier Question

3rd Tier Question

4th Tier Question

Members of the public 
classified galaxies with their 
eyes (and brains) 

The crowdsourced science 
projected generated a lot of 
public interest. 

1 Million galaxies from SDSS 
were given multiple 
classifications 

It became possible to do large 
scale statistics with galaxy 
morphology!

http://zoo1.galaxyzoo.org/



Python Example



Python Example

Open GZ_classify.ipynb



Python Example

Click here



Python Example

https://colab.research.google.com/github/csabiu/ML_tutorial/blob/master/GZ_classify.ipynb



Python Example
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Python Example



Python Example
Now using a convolutional neural network!



Biased Training Data

Garbage in, garbage out

The statistician Abraham Wald noticed that this 
process was fatally flawed. Since the planes that 
return are the planes that ‘survived’!

During World War II military engineers wanted to 
make aircraft tougher against enemy fire, so they 

- examined the planes that returned 

- found where the most damage occurred

- Added more armour to those locations (wings, 

tail, etc)

Solution, either analyse the damage of the crashed 
planes (difficult) or add armour to the locations of 
less damage in the surviving planes.

Wald correctly identified the earlier training data as 
survivorship biased data



Big Data Analytics



Graph Databases

A graph within graph databases is based on graph theory.  

• Nodes represent entities or instances such as people, businesses, 
accounts, or any other item to be tracked. They are roughly the 
equivalent of the record, relation or row in a relational database, or 
MySQL item 

• Relationships, are the lines that connect nodes to other nodes; 
representing the relationship between them. Meaningful patterns 
emerge when examining the connections and interconnections of 
nodes, properties and relationships. Relationships are the key 
concept in graph databases, representing an abstraction that is 
not directly implemented in a relational model like SQL 

• Properties are germane information to nodes. For example, if 
Wikipedia were one of the nodes, it might be tied to properties 
such as website, reference material, or words that starts with the 
letter w, depending on which aspects of Wikipedia are germane to 
a given database. 



Graph Databases

In 2009 Facebook gave up using their MySQL storage and moved 
to a graph structure 

Nodes: people, places, groups 
Node properties: name, age, etc 
Relationships: membership, known since

A directed graph: relationships depend on direction

Graph for our purposes will be much simpler!



2-point 3-point 4-point

• The computational expensive part of measuring higher order statistics is 
in making sure the distances between data points satisfy our specific 
criteria i.e. r1, r2, r3, etc  

• However we notice that all higher order statistics are just complex 
combinations 2-point statistics 

r1
r1

r2
r2

r3
r3

= +

+

+

So rather than treat data positions as the important feature, rather treat 
each data pair (relationship) as the main information!

Graph Database solution for  
Galaxy Clustering statistics 



Graph Database solution for  
Galaxy Clustering statistics 

A

RelationshipThis is a Node

Neighbour list can be 
obtained quickly 
using a kd-tree 
algorithm

Rmax

Each galaxy (or 
random) point is a 
node which may have 
relationships to there 
nodes

For our purposes the 
relationship information 
is the distance to 
neighbours within Rmax



Node A

Neighbour i

Neighbour j

Neighbour N

1. relative distance 
2. relative los angle 
3. unique id

Node B

Node Ndata

1. # of neighbours (N) 
2. Galaxy or Random 
3. weight (e.g. FKP, etc) 
4. buffer region flag

properties

propertiesrelationships

Graph Database Structure

Graph Database solution for  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Node A

Neighbour i: ID

Neighbour j: ID

Neighbour N: ID

Node B

Neighbour i: ID

Neighbour j: ID

Neighbour M: ID

Match lists on  
unique ID

Unique ID i

Unique ID j

Unique ID N

Find remaining triplet  
attributes

R1=A : i : dist 
R2=B : j : dist 
R3=A : UniqueID : dist

DDD(R1,R2,R3)++

Query Graph: 3PCF



A

B

C

R1

R2

R3
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Query Graph: 3PCF

The intersection of two 
sets (A,B) contains a list 
of points, C, that will 
complete the triangle 
A,B,C such that, 
0<R1,R2,R3<Rmax

The intersection must 
be computed ~ N2 
times! 

For 2 ordered lists, the 
intersection can be 
computed very quickly!



Node 1 Node 2 Node 3 Node NSpawn N MPI 
processes

OpenMP threading CPU 1 CPU 2 CPU N

Node 1 Node 2 Node 3 Node NReduce OMP arrays 
for each node/domain

Collect MPI arrays 
and output

Master 
Node

Domain decomposition 
is precomputed
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★C. Sabiu, B. Hoyle, J. Kim, X-D Li
★https://arxiv.org/abs/1901.00296
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